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1. EXECUTIVE SUMMARY 

The CAPTAIN project works towards designing, implementing and piloting radically new ICT based 
concepts and approaches for empowering and motivating people in need of guidance and care due to age 
related conditions. CAPTAIN designs and introduces a “transparent” technology designed to turn the 
home of the older adult into a ubiquitous assistant, relying on “Projected augmented reality” through the 
use of micro-projectors as well as specially designed non-wearable devices. To do so, CAPTAIN is devoted 
to designing, developing, implementing and evaluating three different hardware prototypes in addition 
to the software components and tools that will also be needed. The complexity of these three prototypes 
demands for low-level components that get access to the hardware and process the datasets, preparing 
them to be accessible by the high-level functionality components. 

In this context, the scope of this deliverable is to present the low-level components designed and 
developed for the three prototypes. The first prototype concerns the CAPTAIN Box, a pico-projector that 
provides a glasses-free and hands-free AR experience. The low-level components concern camera 
capturing, tangible interface, face tracking algorithm, etc. The second prototype concerns the CAPTAIN 
Satellite detector, which is the main device detecting the user’s presence, gestures, postures and indoor 
location. The low-level components concern raw RGB and depth images acquisition and analysis for 
skeleton information extraction and sharing as well as sound recording and sharing. Finally, the third 
prototype is the CAPTAIN Satellite projector, a pico-projector that projects 2D content on different 
surfaces (i.e. wall, kitchen marble, ceiling, etc.). Apart from the simple 2D projection, additional 
functionality is experimented concerning proximity to the device (to inform the CAPTAIN system when 
the user is close to the projector). 

This deliverable is a demo of the low-level software capable of processing the data from the hardware 
prototype. As it is difficult to demonstrate the functionality of the software components, for each of them 
a photo or a dataset or a video will be presented to demonstrate the output of the modules, when 
applicable. The executive summary is followed by Section 2, which is an introductory section that provides 
the background and relationship with other project tasks. Next, Section 3 provides information relating to 
the CAPTAIN Box including the low-level components. Section 4 and section 5 provides the corresponding 
information for the CAPTAIN Satellite detector and CAPTAIN Satellite projector. Finally, Section 6 
concludes the D3.4. 

2. INTRODUCTION 

The aim of this deliverable is to demonstrate the low-level software components that are used to acquire, 
process and share data from the three CAPTAIN hardware prototype (D3.1 – Hardware prototype Alpha 
release). These low-level software components enable the data collection, taking into account available 
computing power per device as well as bandwidth issues. Some of the data acquired are big: many depth 
maps and images at a large frame rate (D3.2 – Test dataset). Moreover, given the challenging tasks of 
some of the devices, merging the virtual world and the real world in a single world coordinate system, 
and so to acquire a single point cloud from the different depth sensors, many different components 
process data coming from a variety of sources in order accomplish a simple task. The output of all these 
low-level software components (part of WP3) is then exploited by the high-level components of sensing 
(WP4) and coaching (WP5). 
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The CAPTAIN Box (D2.2 – First Version of system specification, §7.2 Custom devices) is a pico-projector 
that provides a glasses-free AR experience. CAPTAIN Box tracks the position of the user’s head ensuring 
that the projection is adjusted to the user perspective in real-time to give the illusion of 3D objects. The 
lamp also tracks the user’s hands to create a tangible interface. The main low-level functionalities concern 
the Gstreamer driver for the face camera and the touch camera, the control of the laser modulation via 
the GPIO, the touch detection pipeline, the face tracking pipeline, the calibration, the installation of the 
audio components for the I2C connection between the audio amplifier and the carrier board, and the 
installation of read-only partitions to make a safe shutdown when switching off the box. 

The CAPTAIN Satellite detector (D2.2 – First Version of system specification, §7.1 Off-the-shelf devices), is 
a depth and RGB image sensor. It is designed for monitoring them movement of people by extracting and 
analysing the body’s skeleton and silhouette. The main functionality in the CAPTAIN context is to share 
the user’s posture, gesture and relative indoor position (i.e. close to the fridge, etc.) as well as to perform 
some risk analysis (i.e. fall detection) and act as the distributed microphones of the system. The main low-
level functionality concerns the skeleton recognition, sensor data fusion, raw RGB images and depth 
acquisition, skeleton sharing and sound recording and sharing processes. 

The CAPTAIN Satellite projector (D3.1 – Hardware prototype Alpha release, §4 CAPTAIN Satellite 
projector), is a pico-projector able to project any type of information wherever and whenever needed, in 
relation to the user’s body location. A selected surface of the home (walls, ceiling, fridge door, etc.) can 
be turned into a tangible User Interface facilitating the user’s guidance and activity. The resulting interface 
is not bound by a screen and does not need to be carried or worn by the user and thus will be a more 
unobtrusive and less limiting solution. As the main functionality of this device is rather limited (projecting 
information) the low-level software components are also limited. Besides the projecting functionality 
which is provided by the devices OS (Raspbian), the CAPTAIN Satellite projector is also equipped with 
some proximity sensors to understand if a user is standing close to it. Consequently, the only low-level 
software component is the 4 directions proximity component. 

The following sections provide more information on the different low-level software components along 
with an image/video/dataset demonstrating the output of each component (when this is applicable). 
Finally, Section 6 concludes the D3.4. 

3. CAPTAIN BOX 

3.1. DESCRIPTION 

The CAPTAIN Box (D2.2 – First Version of system specification, §7.2 Custom devices) is an AR lamp for 
natural interactions with the 3D content. It tracks the position of the user’s head ensuring that the 
projection is adjusted to the user perspective in real-time to give the illusion of 3D objects. On top of that, 
it detects the user’s hand touch points to create a tangible interface. The CAPTAIN Box embeds a camera 
with a fisheye lens for face tracking and a camera behind an IR optical filter synchronized with a modulated 
laser line for touch detection. The CAPTAIN box is fully standalone and embeds an ARM computer: the 
Nvidia TX2. Finally, the box has a sound speaker and a microphone. 

3.2. LOW-LEVEL SOFTWARE COMPONENTS 

The low-level software components of the CAPTAIN box are: 

● the Gstreamer driver for the face camera and the touch camera, 
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● the control of the laser modulation via the GPIO, 
● the touch detection pipeline, 
● the face tracking pipeline, 
● the calibration software, 
● the installation of the audio components for the I2C connection, 
● the installation of read-only partitions to make a safe shut-down when switching off the box. 

3.2.1. Gstreamer driver for the face camera and the touch camera 

The CAPTAIN box embeds two CSI cameras. A Gstreamer driver has been developed to access the camera 
from the TX2 and its carrier board. The driver gives access to some camera parameters: 

● the desired resolution and frame rate amongst a list of proposed modes (3280x2464 at 20fps, 
1920x1080 at 30fps, 1640x1232 at 30fps, 1280x720 at 30fps, 820x616 at 30fps). 

● the settings for the white balance. 

The demonstration of the Gstreamer drivers in the CAPTAIN box can be found at 
https://drive.google.com/file/d/1d241GzlTBWmp8A7H9DduHcF96Bs6H03v  

3.2.2. Control of the laser modulation via the GPIO 

A laser line creates a light plane at the bottom of the box parallel to the tabletop surface. The touch 
camera observes the tabletop surface. An optical bandpass filter is used to capture only those parts of the 
environment illuminated by the laser. When the hand intersects the light plane, the reflection is observed 
by the camera and creates a change of contrast for the corresponding areas in the image, whose centres 
are the touch coordinates.  

However, the bandpass filter does not block all the light that differs from the laser illumination, especially 
under a daylight illumination. In these conditions, a motion in the scene can also create a change of 
contrast, leading to false positives. To cope with this problem, the laser line is modulated, so the 
modulation encodes a temporal signature. This signature is then decoded by the camera to provide the 
touch points. 

A software has been developed to control the laser modulation and to encode the temporal signature. 
The software writes ON/OFF information in a GPIO register, and the information is sent to the laser driver 
board via the GPIO of the TX2 carrier board. Finally, the laser board reads the information and turns on or 
off the laser at a high frequency.  

3.2.3. Touch detection pipeline 

Some computer vision algorithms have been implemented to decode the laser line modulation. A C++ API 
has been developed. The pipeline runs in an asynchronous thread.  

The detection is robust and reliable thanks to the temporal encoding and decoding approach. The 
detection is accurate with sub pixel accuracy since it estimates the centres of the touch areas. 

The demonstration of the touch detection pipeline in the CAPTAIN box can be found at 
https://drive.google.com/file/d/10TObRMboFNfLgURC7D-j_UOqHC_FDFrv 

3.2.4. Face tracking pipeline 

Some computer vision algorithms have been implemented to track the user’s head position in real time 
in order to create the optical 3D illusions. The pipeline is composed of DNN based face alignment, DNN 
based face detection and tracking algorithms based on computer vision. The tracking algorithm allows to 

https://drive.google.com/file/d/1d241GzlTBWmp8A7H9DduHcF96Bs6H03v
https://drive.google.com/file/d/10TObRMboFNfLgURC7D-j_UOqHC_FDFrv
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get the 3D position of the user’s head without jitter and with low latency; while the detection algorithm 
allows to relocate the head when the tracking is lost. The pipeline runs in an asynchronous thread at 30 
fps. 

The demonstration of the face tracking pipeline in the CAPTAIN box can be found at 
https://drive.google.com/file/d/1GLXHQtnQs-TDRocS0GnKlFLzHsbXo3Pp  

3.2.5. Captain box calibration 

The augmented reality rendering pipeline to create the optical 3D illusions requires some geometric 
information about the Captain box: 

● the intrinsic parameters of the face camera (focal length, optical centre, distortion parameters),  
● the intrinsic parameters of the touch camera, 
● the intrinsic parameters of the projector, 
● the relative pose between the projector and the virtual world, 
● the relative pose between the face camera and the virtual world, 
● the relative pose between the touch camera and the virtual world. 

A calibration software has been developed to obtain these parameters. The calibration is performed 
during the initial setup and requires a quick process. First, a marker is placed in the field of view of both 
the touch camera and the projector. The touch camera detects the marker feature coordinates. Then, the 
projector projects some structured lights on the marker. The touch camera analyses the structured lights, 
which allows to obtain the marker feature coordinates in the projection image. The algorithm finally uses 
the marker feature coordinates in both the projector image and the camera image to get the intrinsic and 
extrinsic parameters. The calibration takes about 20 minutes and it is successful when the average 
reprojection error is less than 1 pixel; otherwise the process should be restarted. 

3.2.6. Audio components for the I2C connection 

Some audio codec drivers have been installed to support the I2C connection between the audio amplifier 
and the TX2 inside the Captain box. The audio amplifier offers 5 gain settings: 3dB, 6dB, 9dB, 12dB and 
15dB.  

3.2.7. Read-only partitions 

An unexpected disconnection of the power supply can create some damage if the system is writing data 
during the disconnection. To cope with this problem, some read-only partitions have been created in the 
Linux system. The home partition is not read only, so the Captain scripts can write data here. The 
important system files are in read only partitions. 

4. CAPTAIN SATELLITE DETECTOR 

4.1. DESCRIPTION 

The CAPTAIN Satellite detector (D2.2 – First Version of system specification, §7.1 Off-the-shelf devices), is 
a depth and RGB image sensor. A large portion of the functionality of CAPTAIN relies on this device as it 
serves as the main input of the system, including but not limited to image capturing (user detection, 
emotion, etc.), gait/posture/gesture detection, speech capturing, etc. To do so, the CAPTAIN Satellite 
Detector is equipped with an RGB camera, a depth camera, microphones, external speakers (optional) 

https://drive.google.com/file/d/1GLXHQtnQs-TDRocS0GnKlFLzHsbXo3Pp
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and WIFI connectivity. In order to serve all these inputs to the CAPTAIN system as independent inputs, a 
number of low-level components have been developed. 

4.2. LOW-LEVEL SOFTWARE COMPONENTS 

The main initial requirements for the CAPTAIN Satellite detector are: 

● Skeleton recognition component. 
● Sensor data fusion component. 
● Raw depth acquisition component. 
● Raw RGB images acquisition component. 
● Skeleton recognition and dispatcher component. 
● Sound recording and sharing component. 

4.2.1. Skeleton recognition and dispatcher component 

This is one of the low-level components that is used by the CAPTAIN Satellite Detector units which are at 
the base of each CAPTAIN satellite node. This allows the identification of, from depth information, 
silhouettes of human bodies present within the room, isolating the key points associated to a virtual 
“skeleton”. This information is the low-level dataset used for further behavioural analysis regarding the 
movement dynamics of the users. 

The pre-existing skeleton recognition sub-system of MentorAge (device where the CAPTAIN Satellite 
Detector is based on), which uses a proprietary technology, has been extended in CAPTAIN to allow multi-
party sharing of skeleton data in different forms. In particular, it allows for: 

1. Sharing of skeleton data as native “implicit intents”, that is directly through Android native inter-
app messaging system. This allows for simpler integration directly at the OS level, whenever an 
application resides within the same CAPTAIN satellite node. Skeletons are encoded, within the 
intent, as a JSON message. 

2. Network based sharing of skeleton information in the form of a JSON message. 

In both cases, the JSON messages are structured to represent the different nodes of the human body. 
Timing information, as well as position in 3D for each joint, is associated with a confidence value, which is 
used for later analysis (see below). Additional information encoded within the message notably includes, 
among others, the sensor ID and user ID information relative to a single device. This is an extremely 
important aspect as it allows to associate a person with an ID in a consistent way within the same device 
(while the person is being tracked). However, this information is not consistent across devices, as the 
same person may well be allowed different IDs or the same IDs (it is randomly assigned) without any 
correlation with the actual person. In other words, two devices may report the same ID for two different 
persons or two devices may use different IDs for the same person. 

In addition, this pre-processing step, allows for aggregation of user IDs which are consolidated and made 
consistent, with the allocation of a unique ID, across the many devices, allowing for more robust and 
accurate information e.g. it becomes possible to assess consistent movement of a person moving across 
the field of view of different sensors, ensuring it is consistently dealt with as the same person. 

The final dataset can be sent either to the local processing pipeline or to the network for use by other 
units. Due to the time-window adopted by the system introduced to allow for alignment of data, the 
overall process introduces a delay (in terms of few hundreds of milliseconds up to a few seconds, 
according to the configuration) which depends on the size of the allocated time window. First tests have 
shown that a time window in the range of 700-1000 ms yield accurate results, producing the complete 
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merging of skeletons in test conditions with test datasets where artificial random error of up to 100 mm 
per dimension (x,y,z) per sensor is introduced, yet without introducing critical delays within the overall 
data processing pipeline. 

It is important to know that, in contrast to the previous architecture of MentorAge, this information is 
NOT then processed further locally (for instance no analysis of movements is carried on) but instead it is 
sent through the network by the skeleton recognition and dispatcher module. A master node, which is 
one of the CAPTAIN satellite nodes per room, that receives messages and performs fast time-sequence 
spatial filtering in real-time. Through a complex set of multiple queues and buffers, different data streams 
are spatially transformed, using affine transformation, to allow alignment to a common reference system 
across different devices, and time-wise aligned in order to identify same bodily features based on spatial 
(in terms of proximity) and statistical (based on aggregated confidence values at node level) analysis. 

The result is a consolidated single data set, at a sustainable frame rate of 15+ FPS, which is richer than 
each separated stream, containing consolidated skeleton data for the entire scene. Overlapping fields of 
views of different sensors in the same room can be therefore exploited to increase the precision of data 
(e.g. through consolidating confidence and position for body parts captured by multiple sensors) as well 
as robustness, especially in areas at the edge of the field of view of each sensor where typically the lowest 
level of reliability are found. 

4.2.2. Sensor data fusion component 

This component has been developed to operate at the middleware level in order to fuse data from 
different sensor sources. The initial approach that had been envisaged in the DoA, saw the fusion of low-
level point cloud data. However, problems related to capturing, processing and encoding of point cloud 
data directly through the network across different devices, given the performances available with 
standard networks and low-power devices, soon revealed that the overall data throughput achievable by 
the hardware and software selected was lower than initially expected and therefore this approach would 
have yielded insufficient results, either in terms of refresh rate or resolution. 

For this reason, a different approach has been developed whereby data are pre-processed at local level, 
notably through local extraction (at the level of each CAPTAIN satellite node) of skeleton data. 

 

Figure 1 Sensor data fusion component 
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4.2.3. Raw depth acquisition component 

This is one of the lowest level software components that allows capturing and processing of raw depth 
data which may be installed in each MentorAge Satellite detector node. This component has been 
developed by Nively over the first part of the project specifically for use in CAPTAIN satellite nodes. The 
component uses well acknowledged software library such as OpenNI and OpenCV, respectively for data 
acquisition and data processing. Among different options (e.g. point cloud, images, 3D polygonal meshes, 
etc.) the module has adopted an approach relying on processing of depth images that are acquired 
through an OpenNI driver. In fact, depth data are acquired as depth images (an image whose pixels 
identify a depth value) and therefore can be processed via image processing algorithms (e.g. for 
segmentation, filtering, erosion, etc.). 

A processing pipeline can be therefore created for each capturing unit in order to acquire and 
recognise/detect features from the real-world scene. These include, for instance, automatic identification 
of key features such as beds, in order to allow for more accurate and higher-level data collection, for 
instance to record how long the person is staying in bed, when he/she is about to rise from bed (in order 
to generate possible alerts or provide assistance such as automatic activation of courtesy light). 
Information on specific features, for instance the size of the bed, can be then sent via the communication 
bus to other components of the ecosystem. 

In addition, through this module, it is possible for each and every CAPTAIN satellite node which includes 
a depth acquisition hardware, to dispatch depth information to other components of the CAPTAIN 
ecosystem. Depth data is saved as PNG format and encoded as Base64 text within the payload of JSON 
messages which is finally made available in a public/subscribe fashion, via MQTT protocol, throughout the 
CAPTAIN network of devices. 

 

Figure 2 Raw depth acquisition component output 
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4.2.4. Raw RGB images acquisition component 

This component is similar, in principle, to the Raw depth acquisition component although it operates in a 
much simpler way in that it simply acquires images from the camera integrated in the acquisition module 
of each CAPTAIN satellite unit, and makes it available to other CAPTAIN component via MQTT, whereby 
the PNG images, acquired by the cameras, are encoded as Base64 text and encapsulated within the 
payload of a JSON message. It should be noted that this module also allows serving images, within the 
local CAPTAIN network. In this case, images can be accessed through a URL directly served by the device 
and whose address (URL) is published via MQTT messages. 

4.2.5. Sound recording and sharing component 

The sound recording and sharing component, serves as the microphone input of the CAPTAIN system. As 
each Satellite Detector is equipped with an internal microphone, a low-level component compares the 
volume level and once this is above a certain threshold, the component starts recording. When the volume 
level is detected below this threshold, the recording stops, the file is saved internally, and a message is 
sent to the CAPTAIN communication bus. The sound file remains available, to be consumed by other 
components, for the next 5 minutes. 

A sample output dataset can be found at the Deliverable D3.2, §4.3 Audio for speech recognition and 
analysis. 

5. CAPTAIN SATELLITE PROJECTOR 

5.1. DESCRIPTION 

The CAPTAIN Satellite Projector is a pico-projector, connected to the CAPTAIN system and subscribed to 
the communication channels where information to be projected is published. The main functionality is to 
project specific content (decided by the e-coaching components of CAPTAIN) through a generic interface. 
In addition, the Satellite will also be equipped with some proximity sensors in order to provide relevant 
events to the CAPTAIN system when a person is moving closely to it. 

5.2. LOW-LEVEL SOFTWARE COMPONENTS 

The main initial requirements for the CAPTAIN Satellite projector is the 3 directions proximity component 
which is presented in the following sub-section. 

5.2.1. 4 directions proximity component 

The 4 directions proximity component is a component, composed of 4 fast and accurate long-distance 
ranging proximity sensors (up to 400 cm distance measurement), which was designed and manufactured 
for the CAPTAIN project. The communication between the sensors and the Raspberry PI (main processing 
unit of the CAPTAIN Satellite Projector) is done through addressable I2C. A low-level software component 
continuously reads the distance values of the sensors. Although each of the sensors is a one-point distance 
measurement, the sensor’s internal registers allow for a 2x2 matrix of measurements. Once a moving 
object is detected nearby, a corresponding event is published to the CAPTAIN communication channel. 

The demonstration of the low-level proximity component can be found at https://youtu.be/G9Lg-kntP_w 

https://youtu.be/G9Lg-kntP_w
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6. CONCLUSIONS 

This deliverable has presented the low-level software components capable of acquiring, processing and 
sharing the data from the hardware prototypes. Most components are focused on getting the data from 
the corresponding sources, and preparing it for consumption by the high-level components. The CAPTAIN 
Box’s low-level components provide access to the peripherals, such as a camera, a laser for tangible 
interface, etc. The CAPTAIN Satellite detector’s components extract and share information corresponding 
to RGB images and depth information as well as posture, gesture and indoor location derived from the 
skeleton/silhouette analysis. Finally, the CAPTAIN Satellite projector’s components analyse the existence 
distance of the user from the projector (to facilitate the proper location of projection). Although more 
low-level components might be required by the end of the CAPTAIN project, the technical partners 
consider the ones presented in this deliverable as the key components that can deliver the main 
functionality. 


